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Chapter 0: Overview

Admin
Motivation
How search works

Dr. Roger Weber, roger.weber@gmail.com Schedule




Admin

e Time: Friday 15:15- 18:00 1- Classical Text Retrieval

Part |
(1st/2nd hour for theory, 3rd hour for exercises) o

. 2 - Performance Evaluation
Foundations

e Location: Spiegelgasse 5, Seminarraum 05.002

. . . . 3 - Advanced Text Processing
Some instance will be online via Zoom

4 - Index for Text Retrieval

e Exam: Friday, Jan 8th, 2027, 14:00 - 16:00
Biozentrum, Horsaal U1.131 Part I 5 - Semantic Search

~ written exam, details will be discussed mid-semester Search Systems

and during the final lecture

6 - Vector Search

7 - Retrieval Augmented Generation
- Note: Exam is immediately after the semester and
new year break. Learning during the semester is 8 - Web Search

essential to keep up 9 - Content Analysis

Part Il
e Exercises: every week, a new (optional) exercise is .
provided. It consists of 3 tasks Web & Multimodal 10~ Visual Features
. . . . L. 11 - Audio Features
- Quiz: multiple choice questions similar to what you
can expect for the exam 12 - Video & Structural Features
- Questions: free text answer similar to exam Appendix Machine Learning (not part of exams)

questions (but some may be bigger than at the exam)

Coding: deeper dive to implement retrieval aspects

. . . GitHub: https://github.com/roger-weber/mmir-unibasel-hs26
(it is explicitly encouraged to us Al tool to code) BRI BEEH e

Book: https://roger-weber.github.io/mmir-unibasel-hs26/book/
Solutions are provided for self-correction, no hand-in Quiz:  https://roger-weber.github.io/mmir-unibasel-hs26/quiz/
of exercises, no corrections of answers
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Why is Information Retrieval so important?

e The most-used Al tool you never notice
e Same problem for 60 years:

- short query — most relevant items in a huge collection

Every era declared search solved; every era then needed it more.

- over the years, collections exploded and added new challenges (multimedia, quality, distractors)

Inverse Probabilistic . .
SMART Document Betiival Porter BM25 Apache Elasticsearch BM25 in
System Frequency (BIR) Stemmer Lucene era RAG pipelines
Salton Spérck Jones Robertson Porter Robertson et al. Cutting

Multimedia Retrieval - 2026

Overview



The 1960s: Foundations of Knowledge Management

e 1960s: boom in computerized information
retrieval; based on centuries of manual
cataloging

e Calvin Mooers coined "information retrieval"
(1950); serious R&D began in 1960s

e Most work remained experimental; few
machine-readable texts limited adoption

e Researchers established core metrics: recall
and precision

¢ |IBMdeveloped STAIRS (Storage and
Information Retrieval System) for text
datasets

e Gerard Salton at Cornell developed SMART
— foundational to modern search
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The 1970s: The Rise of Computational Models

e 1970s — turning point: retrieval systems
became practical

¢ By end of decade most printed material
passed through computer input stages

e Rise of classical retrieval models

e Gerard Salton — vector space model:
documents/queries as vectors; measure
similarity

e Stephen E. Robertson, Karen Sparck Jones —
probabilistic retrieval framework
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Utility of MEDLARS |

: MEDLARS is known as the biggest
bibliographical database of international level.

It is important not only for the experts of
medical scie ' CT ' -

sociologists, INDEXING

It has becor

SCOpe is Ver . The MEDLARS data base is created by indexers
It also has k

* who analyze and describe the contents of
are not conc

journal articles by means of carefully selected
terms.
» These terms, called subject headings or

main headings, are contained in an authorized
list.
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The 1980s: Probabilistic Models and Boolean Systems

1980s retrieval refinement and adoption

Boolean retrieval dominant; AND OR NOT

Probabilistic retrieval; Binary Independence
Retrieval; Probability Ranking Principle

Okapi system; BM25 ranking function

¢ Latent Semantic Indexing; singular value
decomposition
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How to Search Using Boolean Operators:

Concept Search Examples Results
politics AND media
AND children AND poverty
“civil war” AND Virginia Results will include
both terms
“law enforcement” OR police @
OR labor OR labour

60s OR sixties Results will include

one or both terms

“civil war” NOT American @
NOT Caribbean NOT Cuba Exclud Tts with

therapy NOT physical reiudes resuits wi

the term following
NOT
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The 1990s: The Web Revolution and Search Engines

WebCrawler

relevance feedback

1990s World Wide Web expansion

Early search engines: Archie, Gopher,

Yahoo! directory-based search
AltaVista full-text and multimedia indexing

Machine learning, neural networks,

AltaVista®

The mt p;ﬁerful and useful guide to the Net

Ask AltaVista™ a question. Or enter a few wordsin any language ~

Example: Where can | mp3 files for i music?

Help - Advanced

Q Falty AV Family Filter - AV Photo Finder - AV Tools & Gadgets

Searches

Entertainment - Health - Online Shopping - Careers - Maps
People Finder - Stock Quotes - Travel - Usenet - Yellow Pages

CATEGORIES NEWS BY ABCNEWS.com

Automotive » Lewinsky Talks

o X » Olympic House-cleaning
Business & Finance » Jasper Trial Begins
C & Internet » Papal Mass Draws 1 Million

Health & Fitness
Hobbies & Interests

ALTAVISTA HIGHLIGHTS
Search Clinton Video Footage:

Home & Famik > New State of The Union
Media & >l b Trial

el > Clinton Testimony
People & Chat
People & Chat Video courtesy of C-SPAN.
Reference & Education
Shopping & Services OTHER SERVICES
Society & Politics AltaVista Discovery - Video Search Demo

3 FREE Email - AV Translation Senices

Sports & Recreation Make Us Your Homepage - Create A Card
Travel & i Photo Albums! - Asian L

Featured Sponsors

50% Savings!
Quality DutyFree
Jewelry!

Great Gifts from
BLOCKBUSTER®
+Save on bestsellers
everyday at Amazon!

PC Flowers and
Gifts Valentines
Specials

AltaVista Home | Help | Feedback | Advertising Info | Set your Preferences | Text-Only Version
COMPAQ | Disclsimer | Privacy | Qur Sesrch Network | About AltsVists | Add s Page
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The 2000s: Machine Learning and Ranking Algorithms

Google PageRank dominance; user behavior
personalization

2000s advanced machine learning in IR GOUS[Q 10resuts v

[ J
[ Google Search ] [ I'm Feeling Lucky ]
L Learning to Rank SuperVised relevance Google results 1-10 of about 23,000 for april fool's. Search took 0.07 seconds
Category: Society = Holidays > April Fool's Day
e BM25 standard ranking function ApiilFools.com
_..BUILD-A-DAD Foolishness - April Fool's History -._.
ption: AprilFools.com is Gag Central for April Fools 1999, the coolest practical joke site. ..
1 . Category: Seciety > Holidays > April Fool's Da
¢ Deep Iearnlng resurgence’ GPUS’ Iarge apri oolé.infospagre.com.-" - gachedp- 10k - GootTIeScout
datasets April Fool's Day 1999 - Practical Jokes, Pranks, Tips and
...Bangkok.com April Fool's Day Page April...
. . ... Fool's Day is here! D h favorite April...
e Deep belief networks, convolutional neural bangkok convionls - Cached - £7¢ - GoogleScout
networks

2014 2014

D it ) ¥
ropou ”’!eUFA:lO 2015
2013 3 Distiliation
AN for | Netwarks S Search context Output (reranked documents)
speech 2006 | 2006 /
Recognition Deep e ot text_query: foa
e iz _
. Learning = doe-3
2012 N\ \ 200
AlexNet  Mixtureof et oo, = doc-1
Experts i Input documents Learning To -
algorithm Rank = doc-5
2012 2009 = doc-1
Nfor i 1986 ~ “Deep = doc-t
Recugniton back- Boltzmann —
propagation.~ machines = doc-2 ,
= doc-
: 2009 = doc-3
M;Eiob}lfh 1985 / 1 Train REN /
Gradient / 1984 DEN on CIFAR ;
descent Raltzmann 2 : doc-&
machines 2010
s doc-5
s ReLU for RBM
Dropy 2012 2011 ;)2
RMSProp
NLP with RNN

Geoffrey Hinton
Nobel Prize in Physics 2024
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The 2010s: Deep Learning and Neural Information Retrieval

e 2010s deep learning in information retrieval

e Neural ranking models; learned
representations

¢ Bridge vocabulary gap with learned
semantic relationships

e Google BERT 2018; contextual query
understanding

- What was Albert Einstein famous for?

S o
=1
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7 \, retrieve conddotes [ g elasticsearch o1
X, your app <__
(e,a,,es 0 / S % W vespa < OpenSearch

ek N
<k Gve,,t
S
N [ 77 M Peature updotes

L\ -

A

=S
C=:) Metarank ]

\L state update

https://opensearch.org/blog/Itr-with-opensearch-and-metarank

kafka | kinesis | pulso.r

Paris

Rty

France

Beijing

T

China

Word2Vec
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The 2020s: Semantic Search and Vector Databases

2020s semantic search; vector-based
retrieval

Transformer models capture context and
meaning

Vector databases enable high-dimensional
similarity search

Retrieval-Augmented Generation reduces
hallucinations

Agentic IR multi-step reasoning and
intelligent intermediaries

- Galaxus: Abfallkibel

- Amazon: Abfallkibel

- Who played bass in the band that released

the song vellow submarine?
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Unstructured data

Embedding model

'R
@ openal

% Hugging Face

® cohere

»

Vector database

T
A

OpenSearch

Get relevant

Large Language Models

&) deepseel

» ANTHROP\C
Llamalndex
® cohere
@3 OpenAl
Construct
prompts

Create
Embeddings

documents from db

Query LLM and get answers

Long term memaory

Ask questions

—————= Served by LLM
e Sarvad by Vactor db

response

Create
Embeddings

Create
Embeddings

~—

—
Embed U
histary Get response
— Query LLM and get answers
“ Store in LTM
Cache
lookup L Construct prampts,
% i# ot in cache
e &
Check cache far Resule: store
similar gueries & answers in Cache
https://opensearch.org/platform/vector-engine
agent ——»| knowledge base 1
»| knowledge base 2
»| websearch
%)
£
c
Q .
2 »| code execution
o
2
»{ tool A
A 4
LLM »{ toolB
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Semantic Gap - why text always was easier

e Multimedia search harder than text

e Semantic gap: mismatch between query and media The semantic gap refers to the
. disparity between low-level features
e Text matches keywords directly extracted from multimedia data and

the high-level semantics that humans

¢ Images, audio, video need translation associate with that data

¢ No fixed relation between keywords and content

1001001100

: : 1010101010
e, 4 ) 1101011010
1010101010

1010101101
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How Retrieval Systems work (Generic Architecture)

Offline processing Online query answering

data sources

)
@
[

€D metadata
!%3 [ query: best song by “The Beatles” . J<—

document analysis . ,

)
@

metadata feature (meta-)data J
rL query parsing & analysis .

uoljessyl g Juswauyal Asenb

features scores & doc ids J
. feature extraction . rL retrieval & ranking .

SCONes meta data & docs (
[ . ranking & scoring . ]— #L result presentation . ]7

<
%

Ip’ﬁ
’lr’f’\ &
Hw ’ ¥
Y
S
b

(4

optimization & 3
scaling

,4\. =

retrieval index

=
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CAR RACING
PODCAST

Podcast

MINDFUL LIVING
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keyword
extraction

NLP

hand-crafted

low level
features

hand-crafted

HOG / SIFT
SURF

hand-crafted

shot
detection

hand-crafted

optical flow

supervised

MFCC

hand-crafted

Mixture of

hand-crafted

Gaussians

spectral

unsupervised

features

tempo

hand-crafted

features

hand-crafted

Traditional, mostly hand-crafted pipelines for feature extraction

bag-of-word

hand-crafted

SVM

supervised

combine
streams

supervised

classifier

supervised

classifier

supervised

[0.1,0.2,03..]
[0.1,0.2,03..]
[0.1,0.2,03..]
[0.1,0.2,0.3,..]

car

car moving
fast

/'kar/

hip-hop
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Transformers (multi-modal) help to close the semantic gap

traditional feature engineering

v

histogram of RGB

40000
35000
30000
25000

20000

# of Pixels

15000

10000

5000

0

0 50 100 150 200 250

The main subject of this image is a majestic, snow-covered mountain peak, which
appears to be the iconic Matterhorn in the Swiss Alps. The mountain dominates
the frame, its distinctive pyramid shape rising dramatically against a clear
blue sky. The setting is a high-altitude alpine environment, with the peak
surrounded by other snow-capped mountains and glaciers visible in the lower
portions of the image. The background is primarily composed of a vivid blue sky
with a few wispy clouds. The colors in the image are striking, with the
brilliant white of the snow contrasting sharply against the deep blue of the
sky. The lighting appears to be natural sunlight, creating a play of light and
shadow across the mountain's face that accentuates its rugged features and

. . i crevices. There are no visible people, animals, or man-made objects in the
universal prompt engineering image. The focus is entirely on the natural grandeur of the mountain. The
overall mood of the image is one of awe-inspiring beauty and serene majesty.
There's a sense of isolation and pristine wilderness that the mountain embodies.
Notable details include the jagged ridgelines of the mountain, the smooth snow
fields on its flanks, and the wisps of cloud that cling to its lower slopes,
suggesting high winds at the peak. The composition of the image is well-
balanced, with the mountain placed slightly off-center, allowing the eye to
follow its slopes from base to peak. The surrounding mountains and glaciers ..

v
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Generative Al writes the answer, retrieval keeps it anchored to evidence

Knowledge Base: INF-421 uses hybrid retrieval combining BM25 keyword retrieval and dense vector retrieval. It
retrieves the top 20 documents from each method and merges them using Reciprocal Rank Fusion (RRF).

Bot A: LLM without knowledge base Bot B: LLM with knowledge base

- Student: What retrieval architecture is used for the INF-421 - Student: What retrieval architecture is used for the INF-421

information system?

Bot: INF-421 likely uses a hybrid retrieval architecture,
combining traditional keyword-based retrieval such as BM25
with dense vector retrieval. This is a common approach as it
combines exact keyword matching with semantic similarity.

Student: Is it true that it only uses vector search for fast
semantic reasoning?

Bot: Yes, vector search is most likely the main approach used
for fast semantic reasoning in INF-421. Dense vector retrieval
is particularly useful for semantic search because it can
identify documents based on meaning rather than exact
keyword matches.

information system?

Bot: INF-421 uses a hybrid retrieval architecture combining
BM25 keyword retrieval and dense vector retrieval. It
retrieves the top 20 documents from each method and merges
the results using Reciprocal Rank Fusion (RRF).[1]

Student: Is it true that it only uses vector search for fast
semantic reasoning?

Bot: No. The INF-421 retrieval system does not use only
vector search. According to the retrieval policy, it uses a
hybrid approach combining BM25 keyword retrieval and
dense vector retrieval. The system retrieves the top 20
documents from each method and combines their results

using Reciprocal Rank Fusion (RRF). [1]

e The model contradicted its previous answer, but

smoothly and confidently. Rather than: e The model is now grounded in evidence and can correct

- "l don't have enough information to verify that." yourwrong assumptions.

- |t can still produce so-called "hallucinations".
e Where did the evidence for "vector search" come

from? There wasn't any. - Bots often provide links to the source material ([1]),

allowing users to verify the claims.
- The model generated a plausible answer from its

- If the relevant information cannot be found, Bot B
learned knowledge

may fall back to answers similar to those from Bot A.
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Sixty years of progress, and nothing was thrown away

e LLMsdon't know everything, and go stale
e Retrieval grounds them
e The trust layer: citations, provenance

e Scales where generation can't

e Cumulative, not disposable:

- precision/recall, BM25, embeddings, all
still inuse

e Each eraadds alayer for a harder problem:

- semantic gap in text — embeddings

- semantic gap in images/audio/video —
multimodal features

- scale — indexes, ANN, vector databases

- fromresult lists — direct answers &
summaries (RAG)
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What retrieval
architecture does
INF-421 use?

- KNOWLEDGE BASE =29

Course INF-421
Policies Retrieval
Systems

ohcy

Other

Retrieved evidence:
* Hybrid retrieval

« Top 20 from each
* RRF

* BM25 + dense vectors

0@25 + Dgn:se Retrieval
[ BM25 (keyword retrieval) |

Dense Vector Retrieval
Find semantlcally
' similar documents' -

Top 20

documents

e Reranking / merging

] —¢

BM25 results

ﬁr;

One ranking. g
~h-

Dense results Final ranked
results

e &LM + retrieved cont *J
Retrieved document
(from KB) >
Original question =
(from user)

LLM

ev!dcnct)

INF-421 uses a hybrid

vector retrieval, combined
using RRF.

architecture: BM25 + dense

Q KEY TAKEAWAY
Retneve
m | evndence

Give evidence ] o [ Generate a

to the LLM

grounded answe

]

LLM alone:
“That sounds plausible.” J

LLM + retrieval:
“Here is what the evidence says.”

J
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Schedule

Theory: 15:15 / 16:15 Practice: 17:05

Sep 18 1 -Classical Text Retrieval Ex 1 (new) University
Sep 25 1-Classical Text Retrieval / 2 - Performance Evaluation Ex 2 (new) University
Oct2  2-Performance Evaluation/ 3 - Advanced Text Processing Ex 1 (discuss), Ex 3 (new) University
Oct9  3-Advanced Text Processing Ex 2 (discuss) University
Oct 16 4 -Index for Text Retrieval Ex 3 (discuss), Ex 4 (new) University
Oct 23 5 -Semantic Search Ex 4 (discuss), Ex 5 (new) University
Oct 30 6-Vector Search Ex 5 (discuss), Ex 6 (new) Zoom
Nové 7 -Retrieval Augmented Generation Ex 6 (discuss), Ex 7 (new) Zoom

Nov 13 8-Web Search Exam Prep, Ex 7 (discuss), Ex 8 (new) Zoom

Nov 20 9-Content Analysis Ex 8 (discuss), Ex 9 (new) University
Nov 27 No Lessons (Dies Academicus, last Friday in November)

Dec4  10- Visual Features Evaluation, Ex 9 (discuss), Ex 10 (new) University
Dec11 11 - AudioFeatures Ex 10 (discuss), Ex 11 (new) University
Dec 18 12-Video & Structural Features Eval & Prep Exam, Ex 11 (discuss), Ex12 (new) University
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